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Abstract

When information systems started to be designed and implemented, each system was developed
according to the needs of each organization. If the details of these systems were to be analyzed
thoroughly, one would conclude that these details were very similar. This is due to the fact that
the general goals were also very identical. Over time and gradually, this development became
standardized, and with it came the need of creating requirements and good practices to build these
systems. Reference requirements documents are an example of those practices, that guarantee a correct
management of documents by organizations in their respective records management system. Currently,
these documents are used by system developers that are in the need of guidelines for developing their
systems. The problem that arises is the fact that the documents were written by experts in the
fields of records management, and generally system developers are not familiarized with this context.
Therefore, there is a need of improving the presentation of these documents in order to simplify
their comprehension. The objective is to design a system capable of storing reference requirement
documents by the means of a upload service, and allow an easy navigation through the documents
in a view that would present, concurrently, the stored data all organized and the original document.
Keywords: Information Management, ISO, ISO standards, MoReq2010, Records Management,
Records Management System

1. Introduction
Nowadays, organizations have to process a great
amount of information, and accomplish it in the
shortest time possible. To do this, it’s important to
manage information in the most efficient way, some-
thing that can be provided by a records manage-
ment system. Organizations started to implement
systems to deal with this issue, however records
would be kept in any suitable form, not following
formal information life-cycle procedures. To stan-
dardize these procedures, documents with reference
requirements were created. These documents can
be extremely complex and when a stakeholder re-
sorts to them for guidelines to develop it’s own sys-
tem, he might select two requirements that appear
in distinct documents and are written in different
ways but actually have the same meaning, thus
leading to requirements redundancy. All these as-
pects represent problems that affect the business.
The objective of this work is to develop a infor-
mation system to support the analysis of a set
of requirements documents by a stakeholder, more
precisely ISO standards documents which in turn
present quite a challenge due to the fact that:

• there are numerous standards therefore there is
a great amount of data to store in the system;

• standards are very likely to be updated and
so the system must be receptive to accept new
standards on a more frequent basis;

• each standard has a complex structure, because
each one is unique as well as its contents;

• each standard is in the PDF format and the
inherent data must be extracted.

Taking these aspects into account, the expected
result would consist in a solution capable of extract-
ing the data from the standard PDF, storing this
data by the means of a upload service, and allow
a easy navigation through the standard in a view
that would present, concurrently, the stored data
all organized and the original standard document.

2. Problem Challenges and Related Work
2.1. PDF Data Extraction Techniques and Tools

The ISO standard documents that must be up-
loaded into the system are all in the PDF format,
which means that the data must be extracted in
order to be embed in the system. The data must
be extracted and it must comprise all the contents
including paragraphs, images, bullet lists and ta-
bles. A certain structure must be attached to the
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contents, and in a hierarchical fashion. Several so-
lutions were available, however the majority con-
sisted in websites that didn’t seem reliable and
could stop providing their services at any moment,
or libraries that could extract the text from the
PDF, yet it didn’t provide the expected results. Af-
ter some more research, the features from the Adobe
tools started to be explored, namely Adobe Acro-
bat Reader DC 1 and Adobe Acrobat Standard DC
2:

Adobe Acrobat Reader DC consists on the
PDF reader from Adobe, its freeware and
gives read-only permissions to the user. The
interesting feature that adds value to this
dissertation, it’s the fact that it allows a user
to save the contents of the PDF in a text file
format, which is something that’s workable,
despite the lack of structure that can be
provided by a mark-up language.

Adobe Acrobat Standard DC consists on the
PDF writer from Adobe that allows the user to
create and edit PDF documents. Contrary to
the PDF reader, this version is shareware, this
is, it has a trial version but after some time the
user has to buy the software in order to keep
using it. In the context of this dissertation, the
writer has a powerful feature, it allows the ex-
port of the data in the XML format. With this
format the PDF contents are organized in a
hierarchic fashion, which will simplify the pro-
cess of embedding the ISO standard into the
system.

2.2. Technological Constraints

Previous to this dissertation, an information
system was developed (Reqs), capable of sup-
porting reference requirements documents[9],
namely MoReq2010[1]. Since the objective
consists on developing a service for this
system, one must analyze and depict its tech-
nology. The Reqs system, consists on a Web
Application, this is, a client-server software
application which the client (or user interface)
runs in a web browser. Reqs makes use of the
MEAN3 stack, that consists in a collection of
Javascript-based technologies comprised by
(M)ongoDB, (E)xpress.js, (A)ngular.js, and
(N)ode.js.

Certain features of the system were already de-
veloped. As mentioned, a previous project [9]

1https://acrobat.adobe.com/pt/pt/products/

pdf-reader.html
2https://acrobat.adobe.com/pt/pt/products/

acrobat-standard.html
3www.mean.io

managed to embed in Reqs the complete spec-
ification of MoReq2010[1]. The data regard-
ing the MoReq2010[1] specification was already
available in a workable format that could be in-
tegrated directly in the Reqs system, the XML
format. The structure of the XML files dic-
tated the database structure in MongoDB as it
can be seen in Figure 1.

Exploring the model, a Document can be
the MoReq2010[1] specification in the PDF
format. The PDF has Pages, and a associated
Structure that is unique, due to the amount of
sections and subsections it may contain. This
Structure comprises a set of sections, which
in turn have Blocks that contain all elements
such as Paragraphs, Bullet Lists, Tables and
so on. All dependencies that are shown in
Figure 1 are expressed in each document
in MongoDB. Later its discussed how the
model can be applied to the context of this
dissertation.

To embed the document in the system, a Im-
port component was developed in the server-
side. This component parses the XML file by
using the module libxmljs4, and stores its con-
tents in the database. The file is parsed ac-
cording to the structure, starting by the high
level elements that correspond to chapters, and
continuing trough the child nodes until para-
graphs and text elements are found. To present
the data stored in the database, a set of suit-
able views was designed. These views consist in
pages in the web application, namely Overview
and MoreqDemo.

The concern of this dissertation is to achieve
the same result but using ISO standards in-
stead of the MoReq specification. To achieve
that purpose it seemed right to follow the same
approach because the work already developed
could be reused and adapted to the context of
this thesis. For instance, the domain model
presented in Figure 1 is capable of being reused
as long as the ISO standard XML file is ob-
tained first. Another example is the Overview
page shown in Figure 2 that renders the MoReq
content stored in the database. If a ISO stan-
dard is previously stored in the database, this
page can also be reused to present that content.
The great challenge comes when one considers
the data because there are a great amount of
ISO standards and contrary to the work pre-
viously developed, there were no XML files al-
ready available to work with.

4https://github.com/polotek/libxmljs
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Figure 1: Documents Structure Model

Figure 2: MoReq specification in Reqs

3. ISO Standards as PDF Documents
3.1. ISO Standards Data

One of the project’s objectives is to embed doc-
uments, i.e. ISO Standards, into an informa-
tion system, in order to perform some opera-
tions on its data. With several standards avail-
able, this specification comprises a sufficient
amount of material to work with and test the
basic functionality of the system.

First, the document must be seen exactly as
what it is; a simple document or manual, with
pages, sections, paragraphs, textual elements
as titles and sentences, tables, and images.

Several standards (ISO 15489-x[2][3], 16175-

x[5][7][6], 18128[8], 26122[4]) were used for test-
ing due to its complex structure and vast con-
tent. In all standards this type of document
structure is used.

Despite the fact that MoReq and ISO have dif-
ferent styles when it comes to the appearance,
both types of documents can be represented
in the same structure dictated in the XML
files of MoReq. This is due to the fact that
both documents have chapters, sections, bul-
let lists, tables and so on. When it comes to
the XML documents, one could see that these
had a structured way of representing a docu-
ment contents, making use of tags to represent
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pages, sections, images, texts, tables and struc-
turing them in a hierarchic fashion. Taking a
step further in this analysis, the page tag, de-
spite the definition of what a page is, represents
a chapter with its title, and all of the follow-
ing elements are children of this node. Inside
the page tag, there are sections and these are
divided in two kinds, the section container and
the section content. The section container has
also a title and is a parent section for other
section contents. The section content consists
in the last level child of a chapter, and it’s the
parent of elements such as paragraphs, texts,
etc. Section contents contain paragraphs, im-
ages and tables. Paragraphs contain a text tag
with the text existing in each paragraph. Para-
graphs can also have the italics or bold tag de-
signed for bold and italic format and the links
tag for linking between different parts of the
document. These last three types of tags were
not taken into account.

3.2. Data Model

A previous project[9] managed to embed the
complete specification of MoReq2010[1] in
Reqs and the domain model in Figure 1 re-
sulted as the structure of the database for that
work. When comparing ISO standards with
the MoReq specification, it’s obvious that these
are distinct documents, due to its presentation
as well as contents. However, despite these dif-
ferences, ISO standards also have paragraphs,
images, tables and bullet lists as presented in
Figure 1. For this reason, instead of develop-
ing a new model, the model presented in 1 was
used as the required Data Model in this project
that served as structure for the database.

4. Problem Analysis and Solution

The proposed solution can be conceptualized
as a system, presented to users as a web appli-
cation, Reqs. The system was already devel-
oped, however, it didn’t take into account the
rendering of ISO standard documents or even
the extraction, manipulation and upload of its
data. The documents in consideration should
be available to a user trough the application in-
terface in order to allow navigation inside their
structure, as well as the upload service. The
most relevant functionalities of the application
are presented in the next section with the help
of use cases. Still in this analysis, is available
an overview of the System Architecture.

4.1. Use Cases

To develop the system it’s important to have
a representation of the user’s interaction with

the system. To achieve that, use cases will be
used, as well as the association with the respec-
tive users. When it comes to actors, there are
three types that map into the expected users:
the Expert and the User. The Expert has a
deep knowledge on ISO standards and is well
aware of every step that is required before sub-
mitting the PDF of the ISO standard into the
system, Reqs. The User has ”read-only” per-
missions, this is, has permission to browse the
document collection as well as a single docu-
ment. Expert inherits from User, which means
that the Expert is involved in every use case,
Expert is directly associated with the submis-
sion of the documents and has also access to
the User’s use case’s, and User has only access
to browsing functionalities. The proposed use
cases are presented in Figure 3.

4.2. System Architecture

In Figure 4 is presented the System Architec-
ture diagram that comprises the several exist-
ing components of the web application, includ-
ing the components in dark grey that were pre-
viously developed and were reused, the com-
ponents in green that were previously devel-
oped also however were adapted to the needs
of this work, and in white that didn’t exist
and were completely implemented during the
course of this thesis. The diagram comprises
the most important packages which are the
User Interface responsible for the views that
are shown to the user, the Controller that deals
with the business logic of each view by provid-
ing the required data as well as its manipula-
tion, the Server that provides and receives to
and from the client-side as well as executing
tasks like data processing from uploads, and
the Data Persistence that stores the uploaded
data and provides it on a need basis. Each
component in the User Interface package has
a interface for communicating with the respec-
tive controller. In the Controller package, the
Collection and Document Viewer Controllers
receive data from the Routing Services com-
ponent in the Server trough a interface and
the Document Uploader Controller sends the
data to be uploaded to the same component
trough a different interface. In the Server, the
Routing Services retrieves data from the Data
Repository and sends the input needed by the
Document Parser. The Data Processing pack-
age receives the XML from Routing Services,
parses it, sends an XML object to the Docu-
ment Import which will provided to be stored
in the Data Repository.
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Figure 3: System Use Cases

Figure 4: System Architecture

5. Implementation

5.1. Collection Viewer

The Collection Viewer itself consists in a
HTML view, and when the view is accessed,
the associated controller which is the Collec-
tion Controller will deal with the fetching of
the list of documents. The controller will send
a request to the Server, more precisely to the
Routing Services, trying to access the docu-
ment list. The Routing Services has a de-
fined route in such a manner that when the
client (browser), tries to access the URL of the

Collection Viewer, the Collection Viewer Con-
troller sends the request for the list of docu-
ments in the system, and the pre-defined ac-
tion of Routing Services is to communicate
with the Data Repository to consult the list
of existing documents. In the Routing Services
component, using Express.js, the Server that
pre-defined action is executed. After obtaining
the information, the Server will return the re-
quested information, trough the Routing Ser-
vices to the Collection Controller. The con-
troller will then supply the data that will pop-
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ulate the view, Collection Viewer.

5.2. Document Viewer

In order to view a document, one must access
the Document Viewer or simply select a doc-
ument to be viewed. Once the document is
selected, the client (the browser), sends a re-
quest to the Server that will retrieve the data
of the selected document to the client. At a
more detailed level, the view which contains
the HTML has an associated controller, the
Document Viewer Controller which will use a
route from the Routing Services, to get the doc-
ument data. Just like in section 5.1 there is a
pre-defined action which in this case is retriev-
ing from the Data Repository a specific docu-
ment to the client. Not all the data is retrieved
because if so, it would take too long to present
the data from the Data Repository. Instead,
the information is loaded on a need basis, this
is, only the chapters of the document are pre-
sented as well as the current section that is
selected and all of its contents. In case an-
other chapter is selected and that chapter has
sections, the list of sections that the chapter
comprises will be presented and the content
from the first section will be presented as well.
The list of existing documents in Reqs is also
present in this page, and allows a user to select
other document to be viewed. If such action is
done, the rendering process will be repeated.To
complete the Document Viewer, the correspon-
dent PDF of the standard is also presented si-
multaneously with the data and synchronized.

The parsing and rendering of the PDF is im-
plemented in the client-side, more precisely in
the Document Viewer Controller. Features like
zoom, previous/next buttons and the current
page that is being viewed had to be also imple-
mented because the library only provided the
parsing and rendering of the PDF. The process
of retrieving the PDF from the server consists
in a service implemented in the client-side. The
Document Viewer Controller, makes use of this
service by sending a request to Routing Ser-
vices. Since the PDF is stored in the Server
itself and not in the Data Repository, there-
fore there is no need to communicate with the
database in this scenario and Routing Services
will search for the file and send a response with
the PDF data to the controller which in turn
will use it for rendering purposes.

Another feature yet to be mentioned, is the
synchronization between the PDF and the data
that is in the system, this is, if one selects a
section of the document, the PDF will change

to the correspondent page. This is achieved
trough a JSON file, which consists in a array
with multiple objects. Each object is a record
containing the name of the chapter or section
and the page number that corresponds to it.
Just like the PDF file, the JSON file is also
stored in the server-side and its served to the
client in the same fashion. Whenever a new
section of the document is selected, the Docu-
ment Viewer Controller makes use of the index
provided by this file to synchronize the PDF.

5.3. Document Uploader

For the uploading process, a view (Document
Uploader) was created with the upload instruc-
tions that the user must follow in order to sub-
mit a ISO standard into the system. The view
also contains a text field that must be filled
with the standard name and a button to se-
lect the files for submission. In the view the
range of files that is accepted is limited to PDF,
JSON, TXT and XML files, thanks to the ex-
tension of HTML provided by Angular.JS. The
XML and TXT files are obtained with the tools
from Adobe mentioned in 2.1. When a submis-
sion occurs, a upload request is sent by Docu-
ment Uploader Controller to the server, more
precisely to Routing Services. For each file, a
request is sent together with the ISO standard
name, and in Routing Services, the server rec-
ognizes that a client is trying to upload a stan-
dard because there is a pre-defined action for
the POST method in that specific URL, which
is storing each file in different directories, ac-
cording with the file extension. If the storage
of the files was successful the user will be noti-
fied of such fact by receiving a message saying
that the submission was successful. In the case
of XML or TXT file, after its stored, the Parser
component, will create the XML object that is
required by the Import component.

5.3.1 Data Processing

In order for the ISO standard document to ex-
ist in Reqs, Reqs must have a XML object that
follows the structure presented in Figure 1, be-
cause the Data Repository is organized in this
fashion and needs to receive such object in or-
der to store it. The Parser component, is re-
sponsible for this task, converting the XML or
TXT into a XML object, by using the mod-
ule libxmljs5. The Parser component is im-
plemented in the server-side by using Node.js,

5https://github.com/polotek/libxmljs

6



thus relieving the client-side from that burden
plus the interaction with the Data Repository.

The Parser receives as argument the path to
the XML or TXT file stored in the server-side
provided by the Routing Services component.
There are two versions of the Parser imple-
mented, one for each file format. This is due
to the fact that the structure is different, which
means that the data has to be manipulated in
distinct ways. The sequence of major opera-
tions in both Parser components is as it fol-
lows:

• First, the Contents section is detected,
and the index will be extracted and or-
ganized hierarchically in a associative ar-
ray, that in each position will have as key
the title of the chapter or section and, as
value, a record with its title and its con-
tent, which consists in an array with the
subsections (in case there are any).

• Second, using the libxmljs module, the
XML object will be created and popu-
lated, with the chapters and sections all
hierarchically structured.

• Third, the XML object is populated with
the contents of each chapter or section, re-
spectively. While the file is being parsed
if it finds the name of a chapter or sec-
tion, the following elements are going to
populate the XML object in the respec-
tive section, and if a new chapter/section
is found the process is repeated until the
end of the file.

After the Parser has completed its task and the
XML object is fully populated, the Document

Import component is used to store the object
in the Data Repository component. The object
is parsed (again with the help of the libxmljs
module), and each node is accessed (starting
by the parent node and moving on through the
child nodes). While the Document Import is
moving trough the nodes, its storing each one
of them in a hierarchic fashion until the lowest
level that exists. Every node will be analyzed
and stored (according to the structure in 1 as
well as the respective associations. Since the
structure of the object, matches the structure
of the Data Repository component (see Figure
1), every node is added without any issue and
the ISO standard is finally embed in the sys-
tem. When the storing ends, the Routing Ser-
vices component is alerted and communicates
to the controller that the storage was success-
ful.

6. Demonstration

6.1. ”Reqs” Platform

As mentioned before in section 2.2, a web ap-
plication was already built, ”Reqs”, and the
work of this dissertation was developed on top
of such application. The application provides
navigation into the several ISO standards that
are stored in the system. During the develop-
ment this dissertation, several standards were
uploaded into the system, namely: ISO-15489-
1 [2], ISO-15489-2[3], ISO-16175-1[5], ISO-
16175-2[7], ISO-16175-3[6], ISO-18128[8] and
ISO-26122[4]. The application has several sec-
tions, but the ones that are related to this dis-
sertation are: Home, Document Viewer and
Document Uploader. The Home page can be
seen in Figure 5.

Figure 5: Home page for Reqs Application
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Figure 6: Document selection in Document Viewer page

The Document Viewer page, allows a user to
navigate trough the document with the help of
an index in the left panel and the correspon-
dent data to the section that is currently se-
lected in the middle panel. In figure 7, is pre-
sented an example in which chapter ”1. Scope”
is selected and in the middle panel the corre-
spondent data is presented. In the right panel
is available the original document that is cur-
rently selected together with features such as
zoom, previous and next page and the current
page being viewed. Still in this Figure, one can
assess the consistency of the data stored in the
database with the original document and as it
can be seen the paragraphs and bullet lists are
exactly the same. To improve the users expe-

rience, when a user selects a section in the left
panel, the data is presented in the middle panel
and in the right panel the view synchronizes to
the correspondent PDF page. While in Docu-
ment Viewer, its also possible to select which
document will be viewed as it can be seen in
Figure 6.

The Document Upload page is presented in
Figure 8.

In this page, all the instructions necessary to
upload a ISO standard are provided as well as
examples of the content of the files to be up-
loaded. A form is also present in this view, in
which a user provides the standard name and
selects the required files for the submission. In

Figure 7: Document Viewer page for Reqs Application
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Figure 8: Document Upload page for Reqs Application

case the standard name isn’t written accord-
ing to the guidelines a message is provided to
the user, in order to correct the name. In the
selection of files, if files with other formats are
selected or no files are selected at all, a message
is also provided to the user with suggestions
of what can be done in order to successfully
submit a standard. After the files have been
successfully uploaded, a message is provided as
feedback to the user.

7. Conclusions and Future Work

7.1. Critical Analysis of the Work

All phases of the development of a solution ca-
pable of aiding stakeholders with their needs,
were presented and discussed. First, one
defined the problem as well as the objectives
for the project. The second phase consisted
in the proposal of a system capable of storing
by upload ISO standards, the navigation
amongst these documents trough a structured
index and the visualization of the uploaded
data parallel to the original document. The
most challenging phase was the development
phase, starting by the visualization and ma-
nipulation of data parallel to the development
of the Import component to store data in
the Data Repository. Finally, the upload
service was achieved, by developing the Parser
component and its interaction with the Im-
port component, as well as the respective view.

Although this thesis is based in another
dissertation, the addition of this new way of
visualizing the data together with the original
ISO standard, as well as the automation of the
file embedding process in the system, brought
added value to the existing system. In fact -
despite not being the main objective - other
types of reference requirements documents
that a stakeholder needs to perform his work,
can also be uploaded to the system as long as
the rules for uploading are followed as well as
the structure of the files regarding the index
part.

The most significant limitation in the applica-
tion, resides on the time that a ISO standard
takes to be uploaded in the system. As
previously explained, there is a certain process
to be followed in order for a document to be
uploaded in the system. In that process there
is a final task in which the Import component
stores the data from the document - the XML
object - in the Data Repository, and that’s
where the bottleneck resides. When the Import
component is storing the data in the Data
Repository, a XML object that contains all
this data is parsed and each element that
this object contains is being stored. If the
document to upload is large, for example

9



100 pages, the XML object will have more
elements to be parsed and consequently more
time the upload will take.

All objectives have been met and the solution
works as it should. Additionally, the obtained
results looked promising. The required time for
embedding a standard in the system has been
greatly reduced - from days to minutes - and
the process is no longer error-prone.

7.2. Future Work

Even though the objectives have been accom-
plished there’s room for improvements and
addiction of functionalities that would make
the solution more robust and complete, but
couldn’t be implemented, mainly due to time
constraints.

The first improvement is related to the upload
service, more precisely to the JSON files
that provide synchronization between the
original document and the data retrieved from
the Data Repository. Instead of providing
a JSON file for these matters that might
contain errors, the system would show to the
user, after he submitted the data and the
PDF, a form with the index of the document
where the page numbers would be inserted,
thus improving the users experience. Another
functionality, would be a management log page
of the ongoing uploads in the system. Such
log would have options to resume, pause or
remove the current upload, thus adding more
robustness to the application. Still regarding
the upload, there is the storing time of the
data into the Data Repository which can be
considerable according to the size of each
document. The storage performance could be
increased by using SSD instead of HDD. To
provide durability in the event of a crash, the
Data Repository (MongoDB) uses write ahead
logging to an on-disk journal, and by moving
the journal to a separate block device may
improve performance.

Also, it would be interesting to relate ISO
standards amongst themselves and with the
MoReq2010 specification in order for a stake-
holder to compare their contents, more pre-
cisely requirements. For example, a stake-
holder would search for a certain requirement
and the system would provide as result a list
that would contain the name of the documents
where that requirement occurred, thus saving
time for the stakeholder.
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